
2-PKI: A Public and Private
Key Infrastructure

by Rashid Waraich

Master's Thesis
September 2006 to March 2007

Tutor: Teemu Koponen
Supervisor at UC Berkeley: Prof. Scott Shenker
Supervisor at ETH Zurich: Prof. Roger Wattenhofer



2

Abstract

The Internet has opened new ways of communication between individuals, organisations and
businesses. For private information exchange communication partners often need an authen-
tic copy of each other's public key. Public Key Infrastructures (PKIs) enables the exchange of
authentic public keys via trusted third parties. Up to the present day no such infrastructure is
known, addressing both public and private needs with regard to certi�cate binding in one com-
prehensive infrastructure.
This report proposes the Public and Private Key Infrastructure (2-PKI), enabling new ways of
certi�cate distribution and certi�cate chain discovery. T he main achievements of 2-PKI are its
unique handling of the certi�cate issuers privacy and the ce rti�cate distribution through social
networks. With the introduction of 2-PKI, existing PKIs can be extended to facilitate the deploy-
ment of new services requiring certi�cate binding.
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Chapter 1

Introduction

Ways of communication between people, organisations and businesses has changed dramat-
ically with the introduction of the Internet and its applications: People are buying and selling,
making payments, exchanging e-mails, publishing information and browsing for information,
etc. over the Internet. Through the Internet a person can have digital contact with a much
larger number of people and businesses than before. This increased number of contacts and
interconnections opens new opportunities, but also poses security and privacy problems.

The ability to verify a claim of a communication partner is a fundamental and important service,
which today's Internet needs to provide. Some example questions, requiring veri�cation: Is this
really the e-mail address of a sales person of company X? Is this really Y's homepage? Does
a person really live at address Z? Does X have access rights for resource Y? These and other
kind of claims need to be veri�ed instantly around the clock. The need to have a scalable and
secure binding between public keys and names (e.g. e-mail addresses) gave rise to Public
Key Infrastructure (PKI) [24], which is based on the idea of a trusted third party [11]. To state
an example: Pretty Good Privacy (PGP) [39] is a PKI, which allows veri�cation of the binding
between an e-mail address and a public key. In PGP people can use certi�cates issued by their
friends in order to verify the binding. In order to bind domain names and public keys, domain
name Certi�cation Authorities (CAs) [1] have evolved, whic h are mostly not private individuals,
but commercial companies. These CAs issue public key certi� cates [7], which allow to verify
that a certain public key belongs to the owner of a certain domain name.

The work presented here has been conducted as part of a master's thesis. The goal of the
master's thesis was to propose a distributed name resolution and certi�cate path discovery
architecture design (further details in section 2). To the present day most PKIs have evolved as
a result of meeting the requirements of a speci�c applicatio n (e.g. e-mail or domain names).
Furthermore, the focus was mainly on the public domain (e.g. domain name certi�cation with
PKI X.509 [27]) or private domain (e.g. PGP). Instead of proposing a new PKI solely serving
the requirements of the current work, a broader approach was taken: A general purpose public
key infrastructure has been proposed. This is a superset of current practices based on public
CAs, also covering emerging needs in the area of social networks.

The goal of this Public and Private Key Infrastructure (2-PKI) is to provide a new logical
layer, which can be used by any application, which requires to bind a name to a public key.
Furthermore, the range of applications open to 2-PKI are not restricted to the public domain,
but can in addition be used in the private domain (e.g. secure instant messaging). A new type of
certi�cate, called "private certi�cate" has been proposed ( see 3.5), which solves some privacy
issues arising in the context of PKIs based on social networks. This is the reason why the word
private is used in the name 2-PKI. It will be shown, that the two services forming the main goal
of the thesis, name resolution and certi�cate path discover y, can be easily built on top of 2-PKI.

This report is organised in the following way: Chapter 2 presents some background information
on the thesis topic. The main part of this report is chapter 3, where the architectural design of
2-PKI is described. Chapter 4 proposes how name resolution and certi�cate chain discovery
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6 CHAPTER 1. INTRODUCTION

could be built on top of 2-PKI. A discussion of the work is given in chapter 5. Related work is
discussed in chapter 6. Chapter 7 �nally concludes the repor t.



Chapter 2

Background

2.1 Terminology

As terms may have different meanings depending on the context, some term-de�nitions upfront:

� In symmetric key cryptography [10] each principle shares a secret key with their commu-
nication partner. For example principle A and principle B share a key K. A can encrypt a
message with the key K and B can decrypt the message with the same key K.

� In public key cryptography [8], each principle has a pair of keys: One public key and one
private key. A principle is uniquely de�ned through its publ ic key. The public key is made
public, the private key is kept secret and should only be known to its owner. A message
encrypted with a public key can only be decrypted with the corresponding private key
belonging to the same principle. A message signed with a private key can only be veri�ed
using the public key of the same principle. For brevity the single word key is used, if it is
clear from the context whether a private or public key is meant.

� A certi�cate has three elements: An issuer principle, a subject principle an a value. The
subject principle (abbreviated with "subject") is the principle whose public key is bound to
a value in a certi�cate. Thus binding is achieved through the certi�cate issuer's signature
over the subject's public key and the value. Thus a certi�cat e must contain the signature
of the certi�cate issuer, a value (e.g. e-mail address or sta tement) and the subject's public
key.

� A certi�cate chain is a list of certi�cates C1; C2; C3; :::; CN . The subject of certi�cate Ci is
the same as the issuer of certi�cate Ci +1 , for 1 � i < N . The certi�cate chain de�nes a
certi�cate path from the issuer of certi�cate C1 to the subject of certi�cate CN .

� Certi�cate chain discovery is the process of �nding a certi�cate path from a principle A t o
principle B.

� Name resolution (also referred to as "name lookup") is the process of �nding the entity
/ object, to which a label / identi�er is referring to in a cert ain context [5]. In the current
report, names are often bound to public keys within certi�ca tes. For this reason name
resolution is always based on certi�cate chain discovery pr actices.

� The word privacy is quite important in the context of the presented work. The following def-
inition from the book "Privacy and Freedom (1967), Alan Westin" [38] is widely accepted:

"The right of individuals to determine for themselves when, how, and to what
extent information about them is communicated to others."

2.2 Public Key Infrastructure

The purpose of a PKI is to allow distribution of public keys and to �nd a certi�cate chain between
two principles. The type of certi�cates and the interpretat ion of certi�cate chains is in most
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cases application speci�c. Public Key Infrastructure X.509 (PKIX) [27] is given in 2.2.1. Today's
domain name certi�cation is based on the PKIX model. Two more decentralised PKIs are brie�y
presented in section 2.3: PGP and Simple Public Key Infrastructure (SPKI) [25, 24].

2.2.1 PKIX

An overview of the PKIX architectural model is depicted in �g ure 2.1, and consists of several
entities and components:

Certi�cation Authority (CA) This authority is responsible for both, issuing and revoking certi�-
cates.

End entity The end users of the PKI. End entities can verify a certi�cate issued for a principle
by a CA.

Registration Authority (RA) An optional system, to which a CA can delegate certain manage-
ment features such as end user authentication or publishing certi�cates. This means that
a RA vouches for the key-value binding of a certi�cate.

CRL issuer An optional system, to which a CA can delegate the task of publishing Certi�cate
Revocation Lists (CRL).

Repository A system that stores certi�cates and CRLs.

PKIX is mainly used for identity binding certi�cates . It binds a public key to certain attributes,
such as domain name or company name. The certi�cate format us ed in PKIX is X.509 [12].
An end entity wanting to obtain such a certi�cate has to conta ct a CA (or RA). The CA will
then issue a certi�cate after verifying the information obt ained from the certi�cate requester.
Thereafter, the CA will publish the certi�cate. An end entit y, which wants to verify a certi�cate,
must obtain an authentic copy of the public key of the issuing CA. The end entity must trust
the CA, which has issued the certi�cate. Trusting a CA in the P KI context means, that the end
entity is con�dent of the competence and reliability of the C A.

PKIX has problems de�ning globally unique names. In X.509 na mes of principles are de�ned
through attributes. In order to de�ne globally unique names , CAs have to coordinate. This
problem of X.509 certi�cates has been solved in SDSI [34] (se e section 2.3.2 for detail).

X.509 certi�cates contain a validity period mentioned with in the certi�cate. CAs can revoke a
certi�cate before its expiration. A CA can do so by periodica lly publishing a revocation-list.

2.2.2 Domain Name Certi�cation

The most prevalent public CAs today certify bindings between domain names and public keys.
This works as follows (see �gure 2.2): If an end user X wants to communicate securely with a
server Y, server Y will send a certi�cate issued by CA Z to X. In this certi�cate Z certi�es the
binding between Y's domain name and Y's public key. If the browser of X has Z installed as a
trusted CA, the certi�cate given by Y to X will be accepted. If this is not the case X often has
no means of �nding out, if the certi�cate given to him by Y is au thentic. Thus X has to decide
himself if he wants to trust the certi�cate shown by Y or not.
An interesting and quite controversial fact to be mentioned, is how CA public keys get installed
into most web browsers today. This is done often without the knowledge of the user: CAs pay
browser producers money, so that their public keys are pre-installed. The browser automatically
accepts the public keys of these CAs as trusted. One may argue that a person is free to choose,
which CAs he wants to trust or not. The problem is, that there is no apprehensible method
for users to facilitate this choice. Furthermore, domain name owners are required to pay
domain name CAs fees for having certi�cates issued. 2-PKI he lps the user to �nd appropriate,
trustworthy CAs. This means that 2-PKI has mechanisms to �nd trusted CAs instead of having
them pre-installed in the browser.
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Figure 2.1: The Architecture of PKIX.

Figure 2.2: Certi�cate path from X to Y via Certi�cation Authority Z.

2.3 Decentralised PKIs

As mentioned previously the distribution of public keys of domain name CAs is centralised in
the present day. Furthermore domain name CAs are in most cases companies, rather than
individuals. In this section two PKIs are presented, which encourage decentralisation of CAs
and decentralised distribution of CA public keys.

2.3.1 Pretty Good Privacy (PGP)

The primary goal of Pretty Good Privacy (PGP) [39] is to provide cryptographic privacy and
authentication for e-mails. PGP is a PKI and allows individuals to verify bindings between public
keys and e-mail addresses by following a chain of certi�cate s. An example for the use of PGP
is given in �gure 2.3: Principle X trusts the certi�cates iss ued by Principle Y. Y has issued a
certi�cate for Z, binding the public key of Z to the e-mail add ress of Z. Although X did not meet
Z in person to get an authentic copy of his public key, X can still communicate securely with Z.
In this scenario Y acts as a trusted third party.

Figure 2.3: Certi�cate path from X to Z via Y.

Some privacy problems can arise with PGP, which is brie�y ill ustrated here. If Y issues a
certi�cate for Z and X has received this certi�cate from some where. The �rst problem is that
there is no way in PGP for Y to keep this public certi�cate priv ate. This means that Y wishes,
that only his friends should be able to look at the certi�cate . But once a person has signed
a certi�cate and given it to his friends, he has lost control o ver it. The problem beeing, that
everybody can see that Y issued the certi�cate. Public certi �cates are useful for public affairs.
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This may not be in the interest of every issuer.

Another problem is, that issuing public certi�cates disclo ses ties between entities in PGP. For
example: X signs a certi�cate for a principle Y. This makes it quite obvious that X has some kind
of relationship to Y. So, if someone wants to �nd out possible relationships of X, he just needs
to collect certi�cates issued by X or certi�cates issued for X. If X has issued a certi�cate for Y
and Y has issued a certi�cate for X, then the relationship bet ween X and Y is almost certainly
proven. The only way for X to hide his relationship to Y is not to issue a public certi�cate
for Y. The PGP model in certain situations thus hinders the use of public certi�cates. This is
problematic, because PGP depends on individuals issuing public certi�cates. 2-PKI solves this
privacy issue of PGP by using private certi�cates (see 3.5).

PGP makes the certi�cate issuer responsible, to inform peop le about certi�cates he revoked.
Directly contacting certi�cate receipients about revoked certi�cates scales only to a small num-
ber of contacts. Publishing certi�cate revocation lists si milar to PKIX could also be used within
PGP. The reason being, that it is often impossible for a certi�cate issuer to track all recipients of
a certi�cate.

2.3.2 Simple Public Key Infrastructure (SPKI)

Simple Public Key Infrastructure (SPKI) [24] has emerged as an effort to simplify PKIX. The
naming part of SPKI is referred to as SDSI [34]. Some of its features:

� SPKI promotes a decentralised way for creating globally unique names. This is achieved
by having each principle de�ne its own namespace. This allow s a principle creating labels
within his namespace, without external consultation. The namespace is de�ned by the
public key of the individual or its hash-code. A globally unique name can be described by
a public key (PK) and a label (PK,label). This is only possibile, because every public key
is globally unique. SPKI also introduces so-called "compound names". With compound
names principle A can refer to a name in the namespace of a different principle B. For
example B de�nes a label L1 in his namespace, resulting in the globally unique name
(PK-B,L1). A can create a label L2 referring to the name (B,L1).

� SPKI speci�es the format of authorisation certi�cates , which can include several authori-
sation attributes. An authorisation certi�cate binds auth orisation attributes to public keys.

� SPKI speci�es how authorisation attributes can be delegate d to other principles. This can
be quite useful in certain situations. An authority having acquired permission to delegate
authorisation can issue authorisation certi�cates itself .

� SPKI also de�nes socalled threshold certi�cates . In threshold certi�cates the access right
to a resource is split among n principles. A threshold value k is associated with threshold
certi�cate. Any k of the n principles holding a share of the threshold certi�cate must , agree
in order to access the resource.

� In SPKI the revocation of certi�cates can be achieved throug h certi�cate revocation lists
(CRL).

2.4 Certi�cate Chain Discovery

In SPKI authorities can delegate rights to other authorities. Such delegation of rights can form
arbitrary long certi�cate chains. Thus the problem of �ndin g out, if there is a certi�cate path
between two individuals arises. This problem is discussed in more detail here.

Certi�cate chain discovery is the problem of �nding a certi� cate chain between a principle
A and a principle B. Such a certi�cate chain could be used by A, to verify if B is really the
representative of a company, or if B is authorised to access some resources. A theoretical
study on certi�cate chain discovery applied on SDSI names ha s been given in [18]. A given
example is as follows: UC Berkeley (UCB) has issued a certi�c ate to professor X at UCB ( 2.1
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- each principle is de�ned by his public key). Professor X has two research assistants (RAs) Y
and Z ( 2.2, 2.3). Furthermore UCB staff is de�ned as professo rs at UCB and their research
assistants ( 2.4, 2.5). If Z wants to access a resource, which is only accessible to staff members
of UCB, the certi�cates 2.1, 2.3 and 2.5 will be needed to veri fy that Z is a staff member of UCB.

K UCB professor ! K P rofX (2.1)

K P rofX RA ! K Y (2.2)

K P rofX RA ! K Z (2.3)

K UCB staf f ! K UCB professor (2.4)

K UCB staf f ! K UCB professor RA (2.5)

ConChord (Certi�cates on Chord [14]) proposes an approach for storing certi�cates in a DHT
and resolving SDSI names. Conchord pre-computes the closure of all certi�cates in the system.
This can be done in O(N 3), where N is the number of certi�cates, as shown in [14]. Whenev er
access to a resource is controlled, immediately the question can be answered if a principle
is member of a group or not (e.g. Is Z UCB staff member or not?). But maintaining a closure
increases the expense for insertion of new certi�cates into the database: Before inserting a new
certi�cate into the database, all possible combinations of the new certi�cate with all certi�cates
in the database have to be found and inserted into the database. Furthermore if new database
entries are generated during this process, it must be decided if these new database entries can
be combined with all the other certi�cates in the database. I t is obvious, that the storage cost of
maintaining a closure can be exponential in the number of certi�cates in the database.

In [13] it is proposed, how SDSI names could be resolved without maintaining a closure. The
query is performed at runtime. The certi�cate entries in the database are interpreted as a
directed graph where principle keys are mapped to vertices in the graph and certi�cates map to
directed edges from the issuer of a certi�cate to the subject of the certi�cate in the graph. The
question "Is there a certi�cate path from X to Y in the graph?", i s answered by performing a
depth �rst search for Y on the certi�cate graph starting at X. The query time can vary depending
on the graph size and structure. For instance in the worst case all directed paths starting at
X have to be traversed. In [13] a "solution" to this problem has been proposed: Truncate the
search path after a certain depth.

Some papers [29, 15] make the proposition: If a certi�cate pa th from X to Y needs to be
found, the search could be started on both ends of the chain. This means, the graph should be
traversed in forward direction at X and a backward arrow direction at Y, until a path is found.

In general the problem of certi�cate chain discovery is a tra de-off between time and space:
Maintaining a closure of the graph as in ConChord enables quick lookups, at the cost of high
memory requirements. Maintaining no closure as in [13] leads to higher lookup times, but
decreases memory consumptions.

2-PKI leaves open, what exact trade-off is to be used in 2-PKI. Such a prede�nition would
constitute an unnessessary constraint on the architecture. Furthermore 2-PKI uses public
certi�cates and so called private certi�cates (see 3.5), th us applying a distributed certi�cate
chain discovery is not always adequate or possible.

2.5 Secure Name Resolution

As described before, name resolution is the process of �ndin g out, what object a label is
referring to. Nowadays DNS [3] translates domain names to ip addresses. As pointed out in
[37], DNS makes content replication and movement dif�cult. As DNS was not designed with
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security issues in mind, DNS is subject to several security � aws, such as the man-in-the-middle
attack [4]. In recent years Domain Name System Security Extensions (DNSSEC) [23] were
proposed to overcome the security issues of DNS. However the deployment of DNSSEC is
almost non-existent up to date.

In [37], a reference resolution infrastructure has been proposed, which facilitates content
replication and migration. One of the drawbacks of the labels used in [37], is that such labels
are not user-friendly. The name resolution part of the presented work targets several goals,
such as secure name resolution, human friendly names and persistent references (e.g. content
replication and migration). For more detail see section 2.6.

2.6 Background of the Thesis

The presented report is part of a master's thesis, with the goal to increase the usability of �at
names (sometimes called �at identi�ers or �at labels). Flat names (FNs) are names without any
structure. Previously many systems using FNs have been proposed. For example many P2P
systems [20, 21] are built on top of DHTs [36, 32, 35]. These DHTs often use FNs, in order to
identify object entries in the DHT.

An important step to increase the usability of �at names was a chieved with the concept of
self-certi�cation, allowing object authentication. Rece ntly, several self-certi�cation [30] schemes
have been proposed. In this case �at identi�ers contain cryp tographically veri�able information.
Instead of using a random bit string, the identi�er for an obj ect is chosen as id = hash (label j
PK). Thereby PK is the public key of the object publisher, label is an arbitrary canonical name
given by the publisher to the object and hash is a cryptographic hash function [2]. Assuming
a person sends the �at name of an object to a DHT. When an object i s returned, it will be
accompanied by the following elements: A label, a signature (over the object and the label) and
a public key. This information is suf�cient for immediate ve ri�cation, if the public key matches
the signature (called self-certi�cation) and if the hash of the label and the public key matches
the requested FN. If both veri�cations succeed, the request er can be cryptographically sure,
that the integrity of the object is maintained (i.e. that no one tempered with the object) and
that the received object is the one, which was referred to by the identi�er (object authentication).

An important property of choosing �at identi�ers as id = hash (label j PK), is that people
can choose unique names independently, similar to the SPKI naming system. Thus each
person does not have to ask anyone, if a certain label is already in use or not. This means each
person has a namespace de�ned through his public key, in whic h he can choose any label freely.

The goal of the current thesis is to propose a system, which makes �at names more usable.
This is done by providing the following two services:

1. Name Resolution: Flat names are rather unsuitable for interaction with human beings
because they are hard to remember (random bit string). Furthermore, they are dif�cult to
share with others by word of mouth or through transcription. It would be nice, if people
could share simple humanly readable labels in their namespace with friends. So there is
a need for a system, which could resolve human readable names to �at names (FN). The
resolution process has to be authentic otherwise the usage of self-certi�cates with �at
identi�ers would be useless. In some cases, the resolution e ven needs to be encrypted
for privacy reasons.

2. Certi�cate Chain Discovery : When browsing the web, one often gets objects of which one
does not know the owner. As every object comes with a self-certi�cate, one has the choice
to believe it or not. It would be good if one could �nd a certi�c ate chain to the issuer of the
target object. Thus allowing a principle to verify, if the self-statement made by the person
is true. For example: If someone says, he is sales person of company X, this claim can be
veri�ed.
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The design of 2-PKI has evolved as a solution to these two problems. Secure name resolution
often requires "private certi�cates" to privately share nam es. Certi�cate chain discovery to the
present day has mostly ignored the private part of a certi�ca te chain and only involved public
certi�cates. Although 2-PKI has been designed as a general p urpose public and private key
infrastructure, it will be shown in section 4 how name resolution and certi�cate chain discovery
can be implemented on top of 2-PKI.
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Chapter 3

Design of the Public and Private
Key Infrastructure

3.1 Overview

This section presents the design of 2-PKI. An overview of the 2-PKI architectural model is
depicted in �gure 3.1.

In 2-PKI three entities are involved:

Private Certi�cate Manager (PCM) A PCM is a subsystem provided to the end users, allowing
the exchange of certi�cates between friends. Furthermore, in the process of �nding a
certi�cate chain between the PCMs of two principles, PCM pla y an important role.

Certi�cation Authority (CA) A certi�cation authority in 2-PKI is almost the same as in PKI X.
The difference is that CAs in 2-PKI can also issue private certi�cates.

Certi�cation Authority Broker A CA broker is an entity, which is very similar to a CA. The
difference is that a CA issues certi�cates for end users (PCM s) and a CA broker issues
certi�cates for CAs. A CA broker can recommend CAs to PCMs.

Figure 3.1: The Architecture of 2-PKI.

In �gure 3.1 the certi�cate repository is left out for simpli �cation. These �gures will be explained

15
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in further detail later on.

The rest of this section is organised as follows: To start with, three entities composing 2-PKI are
described: Private Certi�cate Manager (PCM), Certi�catio n Authorities (CA) and CA Brokers.
Thereafter, the concept of private certi�cates is presente d.

3.2 Private Certi�cate Manager (PCM)

The Private Certi�cate Manager (PCM) is an entity in the 2-PK I system, which is owned by
an end user of the PKI system. The purpose of a PCM is to automatically collect and manage
certi�cates according to policies con�gured in the PCM. The environment of the PCM is depicted
in �gure 3.2. The different parts of a PCM are described short ly.

Figure 3.2: The Environment of a PCM.

A list of a few concepts and features of a PCM:

� A PCM is owned by a principle and allows managing certi�cates , which the PCM-owner
trusts.

� PCMs can be used to �nd certi�cate chains to a certain target p rinciple (see 4.2).

� PCMs can communicate with each other, exchanging public and private certi�cates, based
on the PCM owner's policy.

� Managing trust relationships manually can become quite tedious, for this reason PCMs
are envisioned to allow a high degree of automation.

The API of the PCM makes several methods available for publishing and receiving certi�-
cates. A certi�cate has a application speci�c type, e.g. dom ain name or address certi�cates.
Application speci�c protocols can be de�ned, which describ e the sequence of message
exchanges required by an application. The local policy of a PCM de�nes, what happens
when a certi�cate is received and if the certi�cate is stored locally or not. Before looking at
the API of the PCM, an general description of the communication model between PCMs is given.
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3.2.1 Intercommunication among PCMs

The communication life cycle between PCMs can be described as follows:

1. A PCM receives a message.

2. The PCM handles the message according to protocol type and local policies.

3. The policy and protocol may order the PCM to send out messages to other PCMs, which
have subscribed to a certain protocol.

There are two ways a PCM communication could be implemented: A synchronous model or
an asynchronous model. In the synchronous model, each user would need an agent, which
is online all the time. This agent receives, handles and sends out messages according to the
protocol and local policies involved. Such a system has to be secure, otherwise anyone who
has access to the system could read or change policies.

In the asynchronous model, the system could be implemented similar to current e-mail systems.
For example a PCM owner goes online and collects the encrypted messages, which he received
from his friends PCMs. The PCM handles the messages according to local policy (described
in 3.2.2) and if necessary sends out messages to other PCMs, which have subscribed to the
protocol.

An assumption in the discussion about the PCM is always, that whenever a person has installed
a friend's public key into his PCM, secure communication with the friend's PCM can start. For
example the e-mail address of the friends PCM or a �at name for the friend's PCM. The same
assumption is made for reachability of CAs and CA Brokers, which will be described later in this
section.

3.2.2 Template Design of PCM Protocols/ Internal PCM Design

Although a PCM can be designed in various ways. In order to give an idea for the usage of
PCMs, some possible features are listed here:

� A PCM owner can de�ne, who his friends are. This is done by inst alling their public keys
into the system. It is assumed, that thereafter the system will be ready to communicate
with that friend's PCM (as described earlier on). A friends PCM will occasionally be called
neighbour PCM from hereon.

� All communication between friends is encrypted. This is the basis for privacy and private
certi�cates.

� One of the most powerful elements of the PCM is how the sharing of information is done:
A PCM P can receive certi�cates through his friends. These ce rti�cates can come directly
from P's friends or neighbouring PCMs of P's friends. The protocol, certi�cate type and
local policy will decide, how the sharing is done.

� A simple certi�cate storage policy, which could be used for m any protocols, could look
as follows: Three levels of trust in a PCM system: Level one, two and three. One is the
highest level of trust. The certi�cates having been approve d by the PCM-owner are stored
there. On the second level, such certi�cates should be store d, which are trusted by a
PCMs neighbours. This means private or public certi�cates w hich a PCM-owner's friends
believe in or want to recommend are stored on trust level two. On level three, such cer-
ti�cates are stored, which a PCM-owner's friends do not have to believe in themselves,
but they forwarded the certi�cate to the PCM, because the PCM -owner subscribed to a
certain protocol. These certi�cates usually come from neig hbours of a PCM's neighbours
or further away.

� Protocols could be designed in the following way: A protocol has to specify a protocol
handler, which will be invoked whenever a PCM receives a certi�cate. Usually the protocol
handler will store the certi�cate locally. For storing a cer ti�cate, it is important, that the
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certi�cate is stored on the right trust-level. On which trus t-level a certi�cate is stored is
decided according to the protocol and local policies as described previously. Furthermore,
the protocol handler can send messages to other neighbours if the protocol suggests so.

� For applications using PCM, it is important that a standardised model of trust levels, i.e.
the one described in the previous bullet point is present. This is necessary, because appli-
cations need to query the certi�cate database for the requir ed type of certi�cate and trust
level (see 3.2.4).

3.2.3 The PCM's API

PCMs have to implement two different kinds of methods: Public methods, which can be invoked
by anyone and private methods, which are access control protected. On which PCM a method
is invoked, is not captured in the method de�nition for abbre viation: It is assumed, that there is
always a hidden parameter specifying the PCM on which the method is being invoked.

Public Methods

� getCerti�cates(publicProtocolType, protocolParamters ) - Through this method, all public
certi�cates, which a PCM owner wants to publish can be access ed. The publicProto-
colType �eld allows to distinguish between different protocol type s. The protocolParamters
�eld could be used to specify, which certi�cate should be ret urned.

Private Methods

For the private methods, the invocation of the methods require passing access control paramters
for the PCM on which the method is invoked. Sometimes it is said, "a method is invoked on a
PCM", sometimes "a message is sent to a PCM". Both expressions have the same meaning in
this context.

� publishProtocol(privateProtocolType, protocolParameters) - This method can be invoked
by PCM B on PCM A, to inform A about certi�cates, which B is will ing to share with A. The
privateProtocolType and the protocolParameters �elds specify, what kind of information is
being published.

� subscribeToProtocol(privateProtocolType, protocolParameters) - Assume PCM B invoked
publishProtocol(...) on PCM A. If PCM A is interested in the information types being pub-
lished by PCM B, PCM A can subscribe for that information. A can subscribe by invoking
the subscribeToProtocol(...) method on PCM B.

� sendCerti�cate(privateProtocolType, protocolParamete rs, certi�cate) - Assuming PCM A
has subscribed for a certain protocol X with PCM B. Whenever PCM B wants to send infor-
mation for protocol X to PCM A, B will use the sendCerti�cate( ...) method with appropriate
parameters.

� For all private methods their counter parts may also exist: unPublishProtocol(...), un-
SubscribeProtocol(...) and revokeCerti�cate(...). The m ethod unPublishProtocol informs
a PCM, which previously subscribed to a protocol, that the information is no longer being
published. The unSubscribeProtocol method is used to unsubscribe from a protocol. The
revokeCerti�cate(...) method can be used to inform PCMs, th at a previously sent certi�cate
is being revoked.

3.2.4 Querying the PCM Database

The PCM database of a principle should be available to desktop applications of that principle.
For example the e-mail client, web browser or instant messenger can access the PCM
database, to �nd the appropriate certi�cates (see �gure 3.2 ).
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Of course some mechanism is needed in order to control the access to the PCM certi�cate
database. For example the database could be password protected or just certain applications
are given access to the database. This could be handled in a similar way how desktop �rewalls
can be con�gured nowadays to allow only certain application s to access the Internet.

The query on the PCM database could use SQL and a query could contain the trust level,
certi�cate type, certi�cate issuer, subject principle, et c.

The certi�cate database does not have to be stored on the loca l desktop computer, but it could
be hosted on a web server in encrypted form. Updates to the database could be made also
in encrypted form, which are just appended similar to a log at the end of the database. Each
device, which needs the newest version of the database could download the update logs to
locally reconstruct the current state of the online PCM database. In a similar way the local
policies of a PCM could be stored on a online server, in order to enable more mobility for the
user.

3.2.5 Anonymous Neighbourhood Certi�cates

Some protocols for sharing certi�cates in the PCM neighbour hood, require the properties listed
below. Such certi�cates will be called Anonymous Neighbourhood Certi�cates (ANCs).

1. PCM A wants to distribute a AN certi�cate X into its environ ment. That is, the certi�cate
should not propagate more than N hops far (at least with high probability). The paramter
N can be con�gurable by PCM A. Certi�cate X should only reach s uch PCM, which are
interested in certi�cates of same type as certi�cate X

2. PCM A does not want that his neighbours �nd out that A starte d the �ooding of X, meaning
that he is the original issuer of the AN certi�cate X. This is t he meaning of anonymity for
ANCs.

3. PCM A should be able to revoke certi�cate X by �ooding a revo cation certi�cate. Again
the anonymity of A should be maintained, meaning that no one should �nd out that A is
the originator of the revocation certi�cate.

Although it seems to be straight forward to issue anonymous certi�cates, by just starting to
�ood a certi�cate anonymously through the neighbour PCMs, t wo points need more discussion:
Certi�cate revocation and the maximum hop count for limitin g the �ooding.

Revoking Anonymous Certi�cates

In order for a certi�cate to be revocable, a PCM P can do the fol lowing: PCM P creates a
new (anonymous) public-private key pair and signs the ANC with the generated private key as
an anonymous signer. P will send out the ANC, the signature and the generated public key.
Later, if P wants to revoke the ANC, he can create a revocation certi�cate with the appropriate
content for identifying the right certi�cate. This revocat ion certi�cate will be �ooded to the same
neighbours, to which the original ANC was sent. The revocation certi�cate will be accompanied
by the same (anonymous) public key, which has accompanied the original ANC. The public key
can be used by PCMs receiving the revocation certi�cate, to � nd out, which certi�cate is being
revoked. The signature on revocation certi�cate can be matc hed against the public key.

A revocation certi�cate needs to be propagated on the same pa th as the original ANC. In order
to ensure this, PCMs forward a ANC should remember to whom they forwarded a certi�cate.
A person on the path may remove or replace the public key and signature accompanied by a
ANC. This is not an ANC speci�c problem, but rather a general o ne, which can occur whenever
information is being routed through a P2P network.
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Maxium Hop Count

A hopcount is needed for ANCs, so that the creator of the certi�cate can con�gure, how far
a certi�cate should be propagated in the PCM neighbourhood n etwork. Each PCM a ANC is
passing, is considered as one hop. A maximum hopcount hopMax may be proposed for this
purpose. This means that no AN certi�cate should be allowed t o propagate more than hopMax
far. In a ANC there is a time to live (TTL) �eld. The value of thi s �eld can be set by the initiator of
the packet to any value between 1 and hopMax. After each hop the TTL �eld is decremented.
When the hopcount expires, the certi�cate is not propagated a nymore.

Although the TTL approach seems �ne at �rst, there are some pr ivacy issues: If the TTL
�eld is set to hopMax, the identity of the AN certi�cate disse minator is disclosed to its PCM
neighbours. Setting the TTL to hopMax - 1 is not a solution either, because neighbours could
guess, that this is just a trick. If hopMax is very large, then the problem could be solved. In this
case the certi�cate dissiminator could just choose a random number between 0 and hopMax
for the TTL. But this would substantiate the purpose of hopMax, which only makes since for
small numbers: The six-degrees-of-separation [9] rule says, that in a social network any person
is connected with any other within a range of a small number of hops (around six or less hops).

In order to solve the previously mentioned privacy issue, a probabilistic approach could be
taken, where no TTL �eld in the ANC is used at all. Instead, the re is a paramter � in the
certi�cate. At each hop, the certi�cate is dropped with the p robability � . The value of alpha
may be set in the range between � min and 1. � min may be de�ned in a way that the probability
that the packet travels more than hopMax hops is very low. This method does not contain any
state about how far a message has already travelled so far. But still this method cannot be
considered perfect to assure anonymity for the certi�cate d issiminator.

Instead of allowing the certi�cate creator to choose the par amter � , it could also be prede�ned
by the protocol. This would assure, that no one on the certi�c ates path can change the value of
� .

3.3 Certi�cation Authority (CA)

Already today, the role of a CAs as an authority for issuing certi�cates for domain names is
well-established. In the future, much more certi�cate auth orities could be required. For instance
in order to provide new kinds of certi�cates, such as address certi�cates or membership
certi�cates.

Membership certi�cates are important in the Internet for ex ample in e-business it is signi�cant
to know, if the person contacting a client is really a representative of a company. To take another
example: People claiming to come from a certain department of an institutiton (e.g. University).
In this case a CA will issue a certi�cate for the university an d the university will issue certi�cates
for departments and departments will issue certi�cates for their members. That is hierarchies
with arbitrary number of levels are possible.
Another certi�cate, which could be useful in the Internet bu siness for adding security, is
the certi�cation of postal addresses and other kind "public i nformation" about people. Even
though people �ll in their addresses into online forms, it is expensive for companies to verify,
if the entered information is correct. A cost-effective solution to this problem would be to
issue certi�cates for addresses and or phone numbers. If the identity of the end user needs to
be hidden until certain conditions are met, escrow certi�ca tes could be used (see section 3.5.4).

At the moment there exists no system, which would enable this variety of applications and �exi-
bility. 2-PKI aims exactly this goal: The 2-PKI infrastructure is to operate in an environment with
a lot of different types of certi�cates. With 2-PKI the market is also open for private certi�cation
authorities: Only paying customers can use the service. In this case it is better to keep the CA
database hidden and only answer queries from users, who payed the service fees. For example
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a user sends a query: "Is company X a recommended by you?". This service can be imple-
mented with private certi�cates, because private certi�ca tes make it possible for the issuer to
deny, that he issued the private certi�cate(detail see sect ion 3.5). Private certi�cates can also
be used by a CA, which does not want to be held liable for the certi�cates it has issued infront
of the law.

3.3.1 The CA's API

In fact a CA does not need to implement any public API, because even today, no browser is
communicating with CA servers. But this may change in future, as new applications emerge.
For this reason a CA might still implement a few methods (e.g. fetching revocation lists), in order
to satisfy user needs. Especially a CA who is publishing private certi�cates needs to implement
an access controlled API.
The communication needs to be authenticated, this means the principle accessing the server
needs an authentic public key of the CA in advance. Such an authentic copy can be received
via PCM of friends and CA brokers (see section 3.4).

Public Methods

� getAllCerti�cates() - This method returns all certi�cates stored on the server, issued by the
CA. This method is not mandatory, as will be explained later. Never the less, this method
can be used by CA brokers and end users.

� getCerti�cate(type, subject) - If there is a certi�cate for the type and subject given as
parameter, the certi�cate will be returned.

� getRevokedCerti�cates() - This method returns all revoked certi�cates. This method is
important for end users. For example, a CA has issued an address certi�cate to a person.
If the person changes his address, the CA may want to revoke the certi�cate.

� wasRevoked(certi�cate) - This method returns true if the pa ssed certi�cate was revoked
else false.

This means that PCMs could check the revoked certi�cates at t he CA periodically, de-
pending on the user policy. The user policy will often depend on the type of the certi�cate.
For example a date of birth certi�cate is going to change less likely than an address cer-
ti�cate. Another scenario, where revocation is needed is wh ere the private key of a user
has been disclosed.

Private Methods

Private methods imply that the communication is only started after authenticating the user. The
methods available are the same as listed in public methods. Private methods are invoked, when
private certi�cates are preferred over public certi�cates by the issuer. As mentioned previously,
the reason why private certi�cates may be preferred over pub lic certi�cates is that private cer-
ti�cates allow to deny liability for issuing a certi�cate. F urthermore, private certi�cates can often
be used for implementing business models, for example a CA may create recommendation cer-
ti�cates for certain companies and may share such recommend ations only with paying users.

3.4 Certi�cation Authority Broker

The deployment of 2-PKI will lead to a wave of certi�cate dema nding applications. This will
result in lots of CAs. In order to help people �nd the right CAs , broker services will emerge,
issuing recommendations for CAs. The evaluation criteria may be based on the accurateness in
which the certi�cate requests are screened. A CA broker will from hereon just be called broker.
Another important reason for having CA brokers is the bootstrapping process: Today the public
keys of trusted CAs are provided pre-installed in web browsers. In 2-PKI this bootstrapping is
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achieved by communication with friend's PCM and CA brokers.

Another purpose of brokers could be to group CAs. For example, one broker might specialise on
�nding the best CAs in a country. Another broker might provid e good certi�cates for companies
within a certain business category. Yet other brokers might specialize on �nding quality CAs for
a certain application. For example CAs which issue home address certi�cates for people.

For using a broker, his public key is required by the PCM: Assume X tells his friend Y, that a
certain broker is good and sends him securly the public key of the broker through PCM. Y might
decide to take this advice and download all recommendation certi�cates for CAs issued by that
broker. It is assumed as before, that there exists some mechanism to �nd the broker database,
given his pubic key (e.g. DHT). If brokers are just issuing public certi�cates, they might store
them in an online database for user-access. However, if a broker does not want to sign any
statements, he can also use private certi�cates.

So, a broker is basically a CA. The difference being that a broker does not issue certi�cates
to people or companies, but rather it functions as a market player. The broker tries to �nd
good CAs and gives them ratings. Furthermore, brokers can group high quality CAs for certain
certi�cate applications, so that users can spare searching time.

Let's look at a certi�cate chain from principle A to B: If ther e is a broker on this path, he will
be closer to the beginning of the chain (A) and the CA is closer to the end of the chain (B).
For this reason, it seems reasonable that A's PCM will have stored the certi�cate of the broker
or downloaded all CA entries in the brokers database. B on the other hand will have to store
certi�cates from CAs, who have issued a certi�cate for him. A detailed description of certi�cate
chain discovery in 2-PKI is given in 4.2.

Brokers could use private certi�cates for commercial usage (money for service) or in order to
being able to deny liability for issued certi�cates, as with CAs.

3.5 Private Certi�cates

3.5.1 Motivation

Public certi�cates are one of the fundamental building bloc ks of any public key infrastructure
(PKI). Anyone who receives a public certi�cate and trusts th e issuer of the certi�cate, can also
trust the statement made by the certi�cate. It lies in the nat ure of information, that once made
public it stays public. So, if people share public certi�cat es only in a group, and the group mem-
bers are not allowed to forward the public certi�cates outsi de of the group, it will be hard to
prevent them from doing so. The idea of trying to hide public certi�cates shall be called semi-
public certi�cates from hereon. It is clear that with semi-public certi�cates i t is quite dif�cult to
keep certi�cate issuer identity hidden within a closed grou p. This requirement can be achieved
by the introduction of private certi�cates . The basic goals and concepts of private certi�cates
are the following:

� The issuer of a private certi�cate should be able to decide, w ho is the target user of the
certi�cate. Only target users of a private certi�cate shoul d be able to authenticate the
issuer and verify the signature.

� Private certi�cates should contain no information, which w ould allow a non-target user to
verify cryptographically, who the issuer of a private certi�cate is.

� It should not be possible to make the issuer of a private certi�cate liable for the certi�cates
he issued. This should be impossible even for a target user. This means, although a target
user of a private certi�cate is sure about who the issuer of a c erti�cate is, it should be
impossible for target users to prove cryptographically the issuership of a private certi�cate.
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3.5.2 Possible Implementation of Private Certi�cates

There might be several ways, to implement the concept of private certi�cates. A straight forward
one could be the following: Private certi�cates can be deriv ed from public certi�cates by leaving
out the issuer signature. Private certi�cates are exchange d between people through encrypted,
authenticated communication, which is an implicit form of private signature. Keeping in mind,
that one should not use public keys to sign the communication. The communication should
be based on symmetric keys (symmetric key cryptography), which can be exchanged through
public key cryptography. Private certi�cates exchanged in this way are fully authenticated to the
target users (same as signature on public keys).

If a target user wants to disclose a private certi�cate issue r, he can do so, but he will not be able
to cryptographically prove it. The reason is clear-cut: With symmetric keys, the person receiving
the private certi�cate and disclosing the issuer, could hav e created the private certi�cate himself.

Although the concept of private certi�cates is quite simple , it is highly important for certi�cate
chain discovery with certi�cate issuer privacy in mind.
In 2004 a messaging protocol called off-the-record communication [19] was proposed, with sim-
ilar properties as required for private certi�cates and eve n some additional bene�cial properties
(see section 6 for detail).

3.5.3 Revocation of Private Certi�cates

Private Certi�cates are not meant to be exchanged in a large g roup of people. Furthermore, the
issuer of private certi�cates knows the target users. This m akes revocation of private certi�cates
simpler than for public certi�cates: The issuer can just sen d a revocation certi�cate to the same
target users, to whom he has previously sent a private certi� cate.

3.5.4 Identity Escrow

Private certi�cates are designed to with certi�cate issuer s privacy in mind. Identity escrow
makes it possible even for the certi�cate subject to remain u ndisclosed (unless certain condi-
tions occur).

Certi�cates are often used for authorising the access to res ources. In [17] privacy issues are
highlighted in connection with authorisation certi�cates . Furthermore different techniques are
described for minimising the amount of private information about individuals and organisations,
which is leaked during the authorisation process. It is pointed out in [17], that often account-
ability is needed rather then identity authentication during access control: A server only wants
to be sure, that the principle trying to access resources is allowed to do so, rather than who ex-
actly is accessing the resource. However, often a server wants to have a guarantee, that under
prede�ned circumstances it is possible to �nd out, which ind ividual accessed the server. This
concept is called identity escrow, and functions as follows: A escrow agent creates an escrow
certi�cate for a principle, which contains the key of a princ iple A. The escrow agent stores the
key of principle A with his identity. Principle A can now get access to resources with this escrow
certi�cate, without having to reveal his personal informat ion. The authority which accepts an es-
crow certi�cate is assured by the escrow agent, that the iden tity of principle A will be disclosed,
if prede�ned conditions are met. Such a condition could be a c ourt order.



24 CHAPTER 3. DESIGN OF THE PUBLIC AND PRIVATE KEY INFRASTRUC TURE



Chapter 4

Distributed Name Resolution and
Certi�cate Chain Discovery

This section, describes how name resolution and certi�cate chain discovery can be built on top
of 2-PKI.

4.1 Name Resolution

Assuming a user has de�ned a mapping: label ! �at name . This user should be able to share
this mapping with friends in an authenticated and secure way. Furthermore, whenever a map-
ping is updated, his friends are supposed to be informed about the update. The following exam-
ples highlight how easy secure name resolution can be built on top of 2-PKI.

4.1.1 Example: Sharing E-mail Addresses

Instead of showing an example for the resolution of a label to a �at name, a different example
is chosen for increasing understandability. The �at name is replaced by an email address in the
example.

Assume PCM B wants to share a label myEMail with his friends (see �gure 4.1). A is interested
in that label. Thus A always wants to be kept up-to-date on the label myEMail of B. The
mapping of the label is initially: myEMail ! a@abc.com. Assume, that the protocol number
of sharing labels with friends is 1. This whole scenario would result in the following message
exchange sequence:

Figure 4.1: Example: Sharing an E-Mail Address.

1. B publishes the mapping, making it available to his neighbours by sending the publish-
Protocol(1, myEMail, This label points to my email address) message to neighbour(B).
The �rst paramter is the protocol type, the second parameter is the label and the third
parameter is a description of the label.

2. User A receives the publish message from his friend B and wants to be kept up-to-date on
label myEMail. This is achieved by sending a subscribeToProtocol(1, myEMail) message
back to B. By doing so, A has subscribed for label myEMail at B.
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3. B will now locally register A for the label myEMail and will send a private certi�cate to
A with the method sendCerti�cate(1, myEMail ! a@abc.com). Whenever this mapping
changes, B will send a certi�cate to A with the updated value.

Continuing the previous example (see �gure 4.2), A creates a label BobysEMail locally, with
the mapping: BobysEMail ! B.myEMail. "B.myEMail" denotes a globally unique reference to
label "myEMail" in B's namespace. As mentioned earlier a namespace can be de�ned by a
principles public key. A shares the label BobysEMail with his neighbour C. C de�nes a new
label with the mapping: Bob ! A.BobysEMail. The mapping of label A.BobysEmail is sent
from A to C through a private certi�cate: sendCerti�cate(1, BobysEMail ! a@abc.com). If B
changes his email address, from a@abc.com to z@zzz.com, this changes the mapping for the
label myEMail to z@zzz.com (in B's namespace). This initiates the following message �o w: B
sends a certi�cate to A, updating the mapping of label myEMail at A. A then sends the updated
mapping for label BobysEMail to C.

Figure 4.2: Example: Update Label.

This example shows how easily secure name resolution of persistent references can be built
with 2-PKI. Furthermore these references are human readable. Even though B changed his
email address, emails from A and C will still reach B.

4.1.2 Example: Persistent Website Addresses

In example 1, wherein a label mapping is shared with a small number of friends, the communi-
cation cost for keeping peers up-to-date is not an issue. But if a person has published a name
mapping openly, it makes sense to use a pull (request/ response) approach instead of a push
(publish/ subscribe) approach.

Assuming A has published his homepage under the label myWebsite with the �at name FN1.
This means, if B �nds the homepage object of A by a search engin e inquiry, he will receive
an authentic copy of A's public key and label myWebsite, as a result of the self-certi�cation.
This will allow B to compute the �at name of A's homepage: FN1 = hash(myWebsite j PK-A).
Assume A is currently hosting his homepage on a machine with address X. A could issue a
public certi�cate with the mapping: myWebsite ! X. This mapping of label myWebsite can be
accessed by using the method getCerti�cate(...) at PCM A.

If B wants to bookmark the homepage of A, he will not store address X, but rather the label
myWebsite and public key of A locally. This is equivalent to storing the �at name referring
to the website, because FN1 = hash(myWebsite j PK-A). Whenever B is going to access
the homepage of A at the �at name FN1, he can �rst query the PCM o f A and �nd out to
which address label myWebsite currently maps to. Assuming, that the protocol number for
public mapping certi�cates is 1, the following method is inv oked on A by B: getCerti�cate(1,
myWebsite). This will return the newest mapping for the label myWebsite. Of course caching
could be applied to optimise performance of these operations. But this is an orthogonal issue
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and thus not further discussed here.

As mentioned in 2.6, when B accesses the web page of A, he can be sure that the content is
authentic. This is guaranteed because of the self-certi�ca tion property.

4.2 Certi�cate Chain Discovery

In the previous chapter, three entities of the 2-PKI system have been described (PCM, CA and
CA Broker). Certi�cate Chain Discovery makes extensive use of these entities.

4.2.1 Collecting Certi�cates

The way a PCM can collect certi�cates from friends and the nei ghbourhood has been brie�y
described in 3.2. The certi�cate collection process could b e described by de�ning formally, how
each protocol could look like. In order to facilitate the understanding the collection of certi�cates
is described rather informally.

There are several ways, how a PCM can get hold of certi�cates. One way would be to manually
install public keys of trusted principles into the PCM. For example the PCM has to be setup to
know, which are the "neighbours" (friends) a PCM. After having setup the friend's public keys
into the PCM, the power of the social network underlying a PCM can be used.

PCMs need to know CAs in order to work on the public domain. There are several ways, how
the PCM database can be fed with trusted CAs:

� CAs, which have specialised on issuing recommendation certi�cate on a special business
sector will make marketing to get installed into the PCM database of a person. The exact
marketing model is left open at this stage. A CA trusted by the PCM-owner will be put on
trust-level one into the PCM database.

� PCM of friends can recommend automatically CAs, which are trusted by them, if the local
policy allows for this. A CA public key received through a friend could be automatically put
onto trust-level2.

� A CA broker trusted by the PCM-owner (or his friends), can be a source of lots of CA
public keys. If the CA broker is trusted by the PCM-owner himself, the certi�cates for CAs
received by that CA broker could be put on trust-level one (trust-level two).

� Another way to receive CA certi�cates is to gather not only ce rti�cates from friends, but
also from their friends or further away in the PCM network. This can be implemented
through a simple publish subscribe model, where a PCM tells his friend, what kind of cer-
ti�cates he is willing to forward, if received through his ne ighbours. By this a limited �ood
can be implemented, as described earlier. The certi�cates o btained from the neighbour-
hood can automatically be put onto trust-level three in the PCM database.

The amount of CAs, which can be gathered by a PCM through the previously mentioned sources
can be quite large. But if there is no certi�cate path to a prin ciple through a CA, the PCM can
still be reachable through certi�cates issued not by CA, but rather another PCM (individual
or organisation). Such certi�cates issued by people can be a gain shared among friends or
even within the neighbourhood. As mentioned earlier, the links between neighbouring PCMs
are implemented by private certi�cates so maintaining priv acy is not a problem. But sharing
public certi�cates with friends should be done with care: On ly such public certi�cates should be
released by a PCM, from whose disclosure the issuer does not fear to loose any privacy.

4.2.2 Lookup

The certi�cate path from a PCM A to a PCM B can be categorised by the following scenarios.
The assumption is, that A trusts the �rst entity on the certi� cate path.
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1. A ! B. This is the simplest case. A has a certi�cate for B, which he trusts. In this case a
certi�cate chain has already been found.

2. A ! CA1 ! B. This means, that PCM A trusts certi�cation authority CA1. And CA1 has
issued a certi�cate for B. Thus the path works as follows: A wi ll ask B about CAs, that
have issued a certi�cate for B. CA1 is one of them. A will check his PCM and �nd out, that
he trusts CA1.

3. A ! CB1 ! CA2 ! B. This means, A trusts broker CB1, who recommends certi�cat ion
authority CA2. CA2 has issued a certi�cate for B. In order to � nd this certi�cate path, A will
ask B about the CAs, which have issued a certi�cate for B. A doe s not �nd any CA in his
database matching the CAs, who have issued a certi�cate for B . A will now start asking
CA Brokers he knows can be trusted. CB1 will now con�rm to A, th at he recommends
CA2 as trustworthy. This will complete the certi�cate path. The certi�cate chain discovery
in this case could have been accelerated, if A would have downloaded all the certi�cates
issued by broker CB1.

4. A ! CA1 ! D ! B. In this case, A trusts CA1. And CA1 has issued a certi�cate f or PCM D,
and D has issued a certi�cate for B. A will ask B about CAs, who h ave issued a certi�cate
for him. B does not know any CA having issued a certi�cate for h im. But B knows such
CAs, from which a certi�cate path leads to B indirectly. B wil l give these CAs to A. A will
�nd out, that he trusts CA1 from the CA list, which B gave him. A asks B to show him the
path from CA1 to B. B will provide A the relevant certi�cates. Side Note: Whenever a new
CA issues a certi�cate for D, this certi�cate will be stored a t D. PCM B has to make sure
to get this certi�cate from D. Gathering such certi�cates ca n be implemented via public or
private PCM protocols, which PCM B and PCM D could use for certi�cate exchange.

5. A ! D ! B. A trusts PCM D for issuing certi�cates while D has issued a c erti�cate for B.
A will ask B to return the list of PCMs, which have issued a public certi�cate for B. A will
check the list and consequently �nds out, that D has issued a c erti�cate for B, whom A
trusts. A will request the certi�cate issued by D for B. The ce rti�cate chain is completed.

Searching for certi�cates will start on trust level one and w ill try to �nd a path, only by using
certi�cates on trust level one. If this is not successful, le vel two certi�cates are also taken into
consideration (the available certi�cates now being from le vel one and level one). If this also
fails level three certi�cates are also taken into account: T his means the certi�cates of all three
levels are used. Of course for different applications the user will be able to con�gure, which
trust levels are to be used (see 3.2.4).

The assumption is that for most principles a paths on trust level one or two will be found. This
seems to be a reasonable assumption, because CA, brokers and trusted friends can provide
a huge amount of possible paths, which are enforced by social networking laws such as Six
Degrees of Separation [9]. But even if no path is found over these trust channels, there is a
chance to �nd usable certi�cates, which have been issued in s ome PCM's neighbourhood.
Neighbourhood certi�cates are discussed in more details in 3.2.5.

Lookup Example

An example of membership certi�cate veri�cation is shown in �gure 4.3. Assuming a PCM
Y contacts PCM X and makes the claim: "I am a member of the CS Department at Peking
University." X needs to �nd a path to Y, in order to verify this claim.

1. Firstly X will ask Y, if there is any path from a CA leading to Y. Y can provide such a path,
which starts at a Chinese certi�cation authority CA1, which has issued a certi�cate for the
Peking Univerisity (PU). The Peking University has issued a certi�cate for the department
of computer science (CS) at PU. And the CS department at PU has issued a certi�cate for
Y, af�rming his membership at the CS department at PU.

2. The second step is that X must trust at least one of the principles on the path from CA1 to
Y. X does not personally know or trust any of the principles on the path from CA1 to Y. The
reason being, that X is not from China and that X never thought about �nding out which
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Chinese CAs are trustworthy. Consequently, there is no certi�cate in the PCM storage of
X on trust-level one, which could be used for the path discovery process.

3. Still, however, there is hope for the path discovery process: X knows some scholars from
China, from whom he has received trustworthy recommendations of CAs in China. These
CAs have been stored on trust level 2 in the PCM. For this reason PCM X �nds a recom-
mendation certi�cate for CA1 and for PU, which he has receive d from his Chinese friends.

4. Now X has found two path on trust level 2 (through CA1 and through Peking University),
which veri�es the claim of Y.

Figure 4.3: Example: Certi�cate Chain on Starting on Trust Level Two.

Even if X would not know anyone in China, the concept of context dependent CAs could help
X with certi�cate chain discovery. The assumption is, that a market of CAs, providing certi�-
cates for a certain context already exists. A certi�cate aut hority CA2 could for example have
specialised itself to issue certi�cates for all major unive rsities worldwide. As X is a researcher,
it is highly probable that X will personally trust CA2. Thus, under the assumption that 2-PKI has
been widely deployed, the probability of �nding a path from P CM X to PCM Y, which starts on
trust level one seems high.
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Chapter 5

Discussion

5.1 Comparison of 2-PKI to other PKIs

2-PKI has tried to merge and extend existing PKI ideas in the following ways:

� PKIX encourages a centralised model, in which most CAs are companies. PGP on the
other hand promotes individuals to be CAs. 2-PKI allows individuals and companies
equally to act as a CA. Because both can improve the quality of a PKI.

� Current PKIX implementations centrally distribute public keys of CAs: In the case of do-
main names, the public keys of the CAs are shipped with the web browser. In PGP, public
keys of friends are installed manually into the PGP tool. 2-PKI makes several ways of pub-
lic key distribution possible. People can manually install public keys of their friends, CAs
or brokers into their PCM. Thereafter the PCM can discreteley collect a huge amount of
certi�cates from the neighbourhood, according to de�ned us er policies.

� The current PKIX model has encouraged a monopoly of a few companies in the domain
name market. This is the case, because of the central certi�c ate distribution, previously
mentioned. PGP advocates an economic model without any commercial CAs. 2-PKI gives
CAs and CA brokers the chance to compete with each other and opens lots of commer-
cial possibilities. Because of the �exibility of certi�cat e distribution in 2-PKI, there is less
potential for monopolies.

� Many PKIX implementations concentrate themselves on domain name certi�cation. PGP's
only goal was to enable secure email exchange. And in SPKI the focus is on access
control. 2-PKI has no particular application in mind. It could cover all these areas and
even more applications. 2-PKI concentrates itself on binding of values and public keys
and the distribution of certi�cates. This makes 2-PKI much m ore adaptable than existing
PKIs.

� Todays web browsers either trust a key or they don't, nothing in between. PGP offers
several trust levels. Even though 2-PKI does not enforce any special trust-level model, it
naturally suggests to grade certi�cates into three levels. 2-PKI, however, could allows more
advanced "trust score" schemes. For example, a higher trust score could be assigned to
a principle, if more than one certi�cate path leads to him (st arting at the certi�cates in
the PCM database). This makes sense especially for entries in the PCM database on
trust-level three.

� PKIX and PGP are both based on public certi�cates. In PGP this can be problematic,
because of privacy issues (see 2.3.1 for detail). For this reason 2-PKI proposes private
certi�cates, which can be used to exchange information with friends.

5.2 Negative Certi�cate

2-PKI simpli�es building other recommendation schemes, fo r instance black listing. "Negative
Certi�cates" make negative statements about a key, for exam ple:
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1. A complaint of a PCM

2. Stating, that the content of a certi�cate is not true.

For most certi�cates, a counter certi�cate can be issued, an nulling the corresponding certi�cate.
There is no structural difference between a negative and a positive certi�cate. It is most probable
that specialised CAs will emerge with 2-PKI, issuing warning certi�cates against bad business.
This shows how simple the 2-PKI model can incorporate advanced recommendation schemes,
and thus open new businesses opportunities. This means, that 2-PKI is not trying to make
certi�cation free-for-all, but is rather trying to change t he market dynamics.

5.3 The Thesis Goals

It has been shown in chapter 4, that 2-PKI is able to serve to different kinds of applications. For
instance an email client would immediately see, to what degree the issuer of an email can be
trusted. This is possible, because of the huge amount of certi�cates available in the database
and their adherent trust levels. Web browsers could also bene�t from the PCM database, by
suggesting trust scores for web pages. Fraudant pages could be easily tagged, using negative
certi�cates.

It is also simple to implement secure name resolution with persistent references with 2-PKI.
This has been shown in 4.1. It is clear, that such systems, based on the self-certifying �at
names can bene�t from 2-PKI in several ways: 2-PKI makes it po ssible to securely resolve
human readable names to �at names.

Flat names being quite dif�cult to convey by word of mouth or t hrough transcription, in 4.1 it is
shown, how this problem can be solved. People can use easy-to-read labels, instead of FNs
when sharing references with friends. For example, instead of giving a domain name URL (or
FN), a short label could be given to a friend. This label would then securly be resolved to the
published object.

5.4 Certi�cate Types

As mentioned earlier, 2-PKI should be able to support different kinds of applications; not
merely e-mail or domain name binding. For this reason certi� cates are envisioned to have a
type �eld and type dependent parameters. The idea being, that each application/business can
de�ne a new certi�cate type. A few potential certi�cates bei ng: E-Mail binding, Domain name
binding, Address binding, etc. Not to forget a very important type of certi�cate for Internet
applications: Membership certi�cates. As such a company ca n publish e-mail certi�cates for
certain employees, allowed to represent the company via e-mail exchange. Another obvious
usage of membership certi�cates could be in access control o f protected systems. As an
example, university X wants to share certain on line information only with members of university
Y. A member of university Y can show his membership certi�cat e to X and thereupon get
access to the system.

Certi�cates can be classi�ed in two categories. This classi �cation (arbitrarily chosen, in order
to facilitate the illustration) is in value-key binding certi�cates and recommendation certi�cates .
The value-key binding certi�cates contain a neutral statem ent, stating certain properties
associated with a certain public key. An example: A person with the following attributes (name,
e-mail address, company name), has the public key K. The second type of certi�cate are
recommendation certi�cates. This means a principle makes a recommendation for a person or
company. The exact semantic of the certi�cate can be de�ned a ccording to the context of the
application, in which the certi�cate is used. Recommendati on certi�cates can be used among
friends and businesses. For example a CA broker might recommend CAs, which he believes to
be trustworthy.
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Although the distinction between value-key binding and recommendation certi�cates is made,
there is no constraint on the certi�cate format. Both certi� cates can be merged into a new type
certi�cate.

5.5 Private Certi�cate

People talk to each other and make recommendations to friends. Authenticity of the commu-
nication partner is granted by voice and face recognition or other factors. The use of public
certi�cates in the PGP context seems quite unnatural. No one would create a non-repudiable
proof of a recommendation among friends. The only thing which is needed, is the authenticity
of the recommender. Private certi�cates exactly meet this p rivacy requirement.
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Chapter 6

Related Work

Some of the related work, such as PGP, was mentioned previously. In this section, other topics
related to the thesis are highlighted.

6.1 Private Certi�cate

In [19, 31] a messaging protocol called off-the-record communication has been proposed, with
the following properties:

� Encryption: If X sends a message to Y, Z should not be able to read it.

� Sender Authentication: When Y receives a message from X, Y can be sure that the mes-
sage originated from X.

� Repudiation: It is not possible for Y to prove that a message was sent to him by X, even if
this was the case.

� Perfect Forward Secrecy: Assuming Z records all the encrypted communication between
X and Y. Even if Z should get hold of the private key of X, still Z should not be able to
decrypt the messages collected in the past.

� Message Integrity: If Y �ips bits in the messages exchanged, this should be detectable by
X or Y.

� Malleable encryption: It should be possible for Charlie to change bits in the communication
and thereby changing the meaning of a text. The purpose of this being: Some communica-
tion protocols are designed in a way, that a single error in the encrypted messages renders
decryption impossible. If it was possible to �ip bits and cre ate meaningful messages, it is
easier afterwards for the communication partners to claim, that a third party has changed
the original text and deny an liability (plausible deniability [6]).

In [19] a protocol has been proposed both for instant messaging and email communication.
The proposed protocol for instant messaging ful�ls all the p roperties listed above. But the
proposed protocol for off-the-record email exchange in [19] does not provide repudiation in
the sense, as is needed for private certi�cates. This is the c ase, because ring signatures [33]
are used. A message signed with a ring signature has the following semantics (ring signature
for X and Y): It can be proven to anyone who sees the signature, that either X or Y signed the
message. Assuming that such a message signed by a ring signature leaks out to Z. In this case
Z has the proof in his hands, that either X or Y signed the message.

For 2-PKI it is not advisable to use ring signatures, because they do not meet the repudiation
requirements needed for private certi�cates. Instead it se ems better for PCMs of X and Y to
agree on a symmetric key, as described in 3.5, which is similar to what has been proposed in
[19] for instant messaging.
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6.2 Neighbourhood Certi�cate

Freenet [19] is a P2P �le-sharing system, which tries to prot ect the anonymity of both publisher
and subscriber. Following some main features, how this is to be achieved:

� Files are encrypted, so that even for the host storing a �le, i t is dif�cult to �nd out what
data it contains.

� A query message for a �le is routed from peer to peer, until it r eaches the peer hosting the
�le. This host will send the �le back towards the requester. T he routing process is done in
such a way, that a peer forwarding a query will not know if the recipient peer will save the
message or forward it to another peer. Furthermore the query message does not contain
any information about the host which initiated the query. This means that the query result
will be routed back to the query initiator, without disclosing his identity. Thus making the
transfer anonymous from beginning to end.

� In DHTs a host can look at an object identi�er and tell, if that host itself is responsible
for the object or not. This is not the case in Freenet, because the anonymity of the hosts
storing the object would not be given in this case.

In the concept of Freenet, even if a peer has found out what the contents of an encrypted
message is, also if he does not like its content, he should forward it to the next peer. The
concept of plausible deniability [6] allows a peer to deny any liability. The message beeing
encrypted, the peer had no way of knowing its content.

Freenet contains a few ideas, which are similar to the propagation of certi�cates in the neigh-
bourhood of a PCM working in 2-PKI: Peers just forward certi� cates, and can ignore the content
of the certi�cates in case of neighbourhood certi�cates. Fu rthermore a similar concept as the
Anonymous neighbourhood certi�cates (see 3.2.5) in 2-PKI, can also be found in Freenet, which
allows to update and revoce published data anonymously.

6.3 Traf�c Analysis

In 2-PKI, PTMs exchange data with PTMs of friends and as such form a social network
graph. A third party could perform traf�c analysis and possi bly �nd out, which PTMs are
communicating with each other. Although the adversary can not understand the communication
(it being encrypted), he can still infer information through traf�c analysis: Which hosts are
communicating with each other, and how intense the communication is. This problem is not
addressed in the current work. But lots of work has been done previously to counter traf�c
analysis in the past. Two methods to couter traf�c analysis a re: Mix networks [28, 16] and onion
routing [26, 22] (based on mix network idea).

Mix networks consist of proxy servers called mix. A system with one mix acts as follows (see
�gure 6.1): A message m has to be sent from a sender S to a receiver R. The sender S
encrypts message m with the public key of R, denoted E(m, R) . The identi�er of the reciptient
id(R) and E(m, R) are then encrypted with the public key of the mix M: E(id(R); E(m, R),
M). The resulting message is sent from S to M. Mix M decrypts the message and obtains id(R)
and the message E(m, R) . Now M knows, that he is supposed to forward E(m, R) to R. M
has a shuf�e buffer of length n, this means M waits until n messages arrive. He then starts to
select one message after the other randomly and places them into the outgoing queue, in order
to forward them to the recipients. By shuf�ing the messages, it is dif�cult for any third person to
�nd the corresponding incoming and outgoing messages at mix M. This gain of anonymity by
the sender and receipient is based on the trust brought forward to mix M. The result being, that
if M falls in the hands of an adversary the identity of the sender and receipient is disclosed.

In reality instead of using a single mix, mostly a network of K mix is being used. This ensures that
even if k-1 mixes are compromised, traf�c analysis is still a s dif�cult as with one uncompromised
mix. To take an example: A message m from a sender S to a receiver R has to traverse k mix.
The sender S starts by encrypting m with the public key of the receiver R. Then S chooses a
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Figure 6.1: An Example of a Mix.

random permutation of the available k mix. For instance: 1,2,..,k-1,k. S encrypts the message
k times, with the public keys of the mix in the following order: k, k-1,...,2,1. This means the last
encryption performed by S is with the public key of mix 1. S, thereupon sends this message to
the mix number 1. Mix 1 decrypts the message and sees, that the message is intended for mix
2. Thus forwarding it to mix 2. This will go on until the message reaches mix k. Mix k will decrypt
the message and see, that the message is for the recipient R and will send it to R. The recipient
R will decrypt the packet and get the original message m, which was sent by S.
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Chapter 7

Conclusions

In this report the design of the Public and Private Key Infrastructure (2-PKI) is presented. 2-PKI
introduces a new way of thinking, how certi�cates could be sh ared and distributed among indi-
viduals, organisation and companies. Instead of providing a PKI to serve one single application,
a general PKI was introduced, which could be used by a whole range of applications. Until now
no single comprehensive infrastructure has been proposed, combining public and private needs
for binding names to public keys.
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