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1 Leader Election MC (17 points)

Answer the multiple choice questions below by circling the unique correct option for each
question. Each correct answer gives 3 or 4 points, depending on the question. Incorrect answers
and unanswered questions give 0 points. You do not need to explain your answers.

Note that we allow network-dependent algorithms that can depend on the exact network topol-
ogy. For example, in Question 1, we would say that deterministic leader election is possible on
Network 1 if there is an algorithm that elects a leader on this particular network, and we would
not require this algorithm to work on any other network.

1) [3] On which of the anonymous networks below is deterministic leader election possible?

Network 1 Network 2

a) only Network 1.

b) only Network 2.

c) both Network 1 and Network 2.

d) neither Network 1 nor Network 2.

2) [3] When is deterministic leader election possible on an anonymous undirected path network
with n ≥ 2 vertices?

a) If and only if n is even.

b) If and only if n is odd.

c) Both when n is even and when n is odd.

d) Never, no matter if n is even or odd.

3) [3] Consider the following two statements. Which of them are true?

Statement 1: In any anonymous network where the WL algorithm (the Weisfeiler-
Leman algorithm taught in the GNN chapter of the lecture) assigns a unique label to
each node, deterministic leader election is possible.

Statement 2: In any anonymous network where deterministic leader election is pos-
sible, the WL algorithm assigns a unique label to each node.

a) Only the first statement is true.

b) Only the second statement is true.

c) Both of the statements are true.

d) Both of the statements are false.
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4) [4] Which of the following is true about the message complexity of synchronously electing a
leader in a clique with n vertices where each node has a unique positive integer ID?

a) This task is always possible with Θ(n) messages.

b) This task is always possible with Θ(n log n) messages, but not less.

c) This task is always possible with Θ(n2) messages, but not less.

d) All of the choices above are false.

5) [4] We want to design a uniform asynchronous leader election algorithm for the family of
all connected graphs with maximum degree at most ∆, where ∆ ≥ 2. We assume that each
node has a unique positive integer ID, and our algorithm must elect the lowest-ID node as
the leader. Which of the two following statements are true about the worst-case message
complexity of this task, when n denotes the number of vertices in the network? Note that
your algorithm may depend on ∆, but not on n.

Statement 1: This task requires Ω(n∆) messages, assuming n > ∆.

Statement 2: This task requires Ω(n log n) messages.

a) Only the first statement is true.

b) Only the second statement is true.

c) Both of the statements are true.

d) Both of the statements are false.
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Solutions

1) Answer: B

Explanation: In the first network, for each node u there exists a distinct symmetric node v
that is isomorphic to it (the top-left/top-right nodes, the top-middle/bottom-middle nodes,
the middle-left/middle-right nodes). If the nodes begin with identical states and the messages
are scheduled synchronously, then a deterministic algorithm will maintain these symmetries,
which means that each node will always have the same state as the one that is symmetric
to it. Hence, a node cannot decide that it is the leader, because then the node symmetric
to it would also have to decide that it is the leader.

Meanwhile, in the second network, the top-middle node is the only one with two neighbors
of degree 3. We can use this fact to deterministically elect it as the leader.

2) Answer: B

If n is even, then for all k ∈ {1, . . . , n} the kth node u from one endpoint is symmetric to the
kth node v ̸= u from the other endpoint. This prevents u from deterministically deciding
that it is the leader, because then v would also do so at the same time.

Meanwhile, if n is odd, then the path has a unique center node at a distance of n−1
2 from

both endpoints. We can use this fact to deterministically elect it as the leader.

3) Answer: A

If the WL algorithm assigns a unique label to each node, then we can run the WL algorithm
until it terminates, choose an arbitrary label to be the “leader label,” and elect the node
with the label as the leader. This algorithm is non-uniform, but it works for any particular
fixed network. Hence, Statement 1 is true.

The WL algorithm does not assign each node a unique label when run on the “Network 2”
of Question 1: All nodes but the top-middle one acquire non-unique labels. And yet, we can
elect the top-middle node as the leader since this node in particular acquires a unique label,
and it is enough for a single node to acquire a unique label. Hence, Statement 2 is false.

4) Answer: A

Consider the following algorithm. In each round r, either there is no node with the ID r, in
which case the nodes do nothing and advance to the the next round, or there is a node with
the ID r, which broadcasts “I am the leader” and makes everyone terminate on round r with
the decision that the leader’s ID is r. This leader election algorithm’s message complexity
is Θ(n), and so the answer is A.

5) Answers: C and B

The second statement is true because when ∆ ≥ 2 the graph might be a cycle. We prove
in the lecture notes that uniform asynchronous leader election costs Ω(n log n) messages for
cycles. Therefore, the answer is either B or C.

Originally, the correct answer was intended to be C. We considered the first statement to be
true because a graph might have Θ(n∆) edges, which means that if our algorithm’s message
complexity is o(n∆), then there must exist networks where it works without sending messages
across all edges. In such graphs, the schedule remains open. This means that the algorithm
might fail to discover some nodes, and hence fail to find the lowest-ID node.

However, a graph with the maximum degree ∆ can also have o(n∆) edges. For example, a
star graph only has n edges, despite having a vertex with the degree ∆ = n− 1. Therefore,
the lower bound Ω(n∆) is not accurate for every graph in the family, even though it holds
for some graphs in the family. Moreover, we did not make it clear enough that your uniform
algorithm should not rely on any knowledge about the network except ∆. For these reasons,
we decided to accept B as a correct answer as well.
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2 Tree Algorithms MC (12 points)

Consider the asynchronous versions of Dijkstra and Bellman-Ford BFS algorithms. Which of the
following statements are true? Justify your answers. Each correct True/False answer earns 1
point, and each correct justification earns 3 points.

A) [4] On a path graph, the exact number of sent messages is independent of the root position
for both algorithms.
□ True □ False

B) [4] On a tree with n vertices, Bellman-Ford will send exactly n− 1 messages.
□ True □ False

C) [4] On a fully connected graph of n vertices, the message complexity of Bellman-Ford is
O(n3).
□ True □ False
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Solutions

A) False. For Dijkstra, it takes exactly 2d(v, r) messages to add node v to the BFS tree, with
d(v, r) the distance between v and root r. Therefore, the number of messages needed in total
is 2 ·

∑
v ̸=r d(v, r), which depends on the root position.

B) True. In a tree, every message sent by Bellman-Ford discovers a new vertex. The algorithm
will therefore send exactly as many messages as there are edges in the tree, regardless of the
root position. A tree has exactly n− 1 edges.

C) True. Bellman-Ford has a message complexity of O(nm), with m the number of edges. In a

fully connected graph, there are n(n−1)
2 edges. Therefore the message complexity is O(n3).
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3 Tree Algorithms (14 points)

Consider a connected “friendship” graph G = (V,E) with n vertices (i.e., people) and where the
edges in E represent friendships. Given k ≪ n, your goal (as the captain c) is to form a team of
exactly k + 1 distinct players {c, v1, . . . , vk} ⊆ V that minimizes the total “friendship distance”∑k

i=1 d(vi, c), with d(u, v) the distance between two people u and v in G. Additionally, there are
l ≪ n − k undisclosed people in V who will refuse to join the team when asked, but who will
still participate in your communication scheme. Each person has O(1) direct friends and can only
communicate with them. Finally, assume that the diameter D of G satisfies D ≫ l + k.

A) [9] Describe an asynchronous distributed algorithm to create this optimal team. For full
points, your algorithm should send O((k + l)2) messages. You are allowed to invite people
to the team and removed them later.

B) [5] Give the message complexity of your algorithm above and prove it.
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Solutions

A) Given any two people u and v in V such that d(u, c) < d(v, c), we must first ask u to join the

team before asking v since we aim to minimize
∑k

i=1 d(vi, c). This suggests that we could
leverage Dijkstra’s algorithm to grow a tree and stop as soon as the number of teammates
in the tree is at least k + 1. To keep track of the team, the root c maintains a set with
the IDs of the current teammates along with their distance to c. During phase p, each leaf
sends “join team?” in addition to “join tree at p+ 1?” to all quiet friends. The leaves then
gather the answers and send the IDs of the new teammates and nodes in the echo phase
(with proper aggregation in the intermediate nodes) back to the root c. When the team
size reaches k′ ≥ k + 1 for the first time, say after P phases, the root does not initiate a
new phase. Instead, it selects k′ − k− 1 surplus teammates that were added in phase T and
broadcasts their IDs in the tree to remove them from the team.

B) After P−1 phases, the team contains at most k people, so the current tree has at most k+ l
nodes. Since each person has O(1) friends, phase P adds at most O(k+l) new nodes, keeping
the total size of the tree in O(k+ l). Therefore, in the first P phases, Dijkstra operates on a
subgraph with O(k+ l) nodes, O(k+ l) edges (since people have O(1) friends), and diameter
O(k+ l) (since the diameter cannot be greater than the number of edges), giving a message
complexity of O(k+ l+ (k+ l)2) = O((k+ l)2). The final broadcast adds a cost of O(k+ l)
messages, which is negligible in comparison.
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4 GNNs (28 points)

Recall the Weisfeiler-Leman (WL) state refinement algorithm from the lecture. The state of each

node v ∈ V is initialized as s
(0)
v = 0. In each round t ≥ 0, each node v updates its state according

to the update rule:
s(t+1)
v = RELABEL(s(t)v , {{s(t)w : w ∈ N(v)}})

where RELABEL is an injective hash function.

A) [5] Run two rounds of the WL algorithm on the graph shown below. Label the middle graph
with round 1 states, and the rightmost graph with round 2 states. You may use any numbers
or symbols for the states — what matters is how they partition the nodes.

Round 0 Round 1 Round 2

0

0

0

0

0

0

Let WL(G) ∈ Z≥0 defined as the index of the first round t where no further states are found

in round t + 1, i.e. there exists no pair of vertices u, v such that s
(t)
u = s

(t)
v and s

(t+1)
u ̸= s

(t+1)
v .

For example, a star graph has WL(G) = 1.

B) [3] Characterize all connected graphs for which WL(G) = 0.

C) [4] Let Pn be the path graph on n vertices for some odd n. Compute WL(Pn).
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Let n = |V (G)|. We say that G is a long-refinement graph if WL(G) = n − 1. Note that
WL(G) ≤ n− 1 for all graphs.

Fact (1): In a long-refinement graph, the number of distinct states increases by exactly one in
each round.

Please use ‘(1)’ to refer to this fact whenever appropriate in proving the following claims.

D) [6] Prove that if G is a long-refinement graph, all degrees in G are either d1 or d2 for some
distinct integers d1, d2.
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Let G be a long-refinement graph with degrees in {1, d}, for some d ∈ N. In this exercise, we will
prove that there are at most two nodes of degree 1. To do so, complete the following two steps.

[8] Step 1: Prove that in a long-refinement graph, any pair of degree-1 nodes v, w can only

get different states s
(t)
v ̸= s

(t)
w in the last round t = n− 1.

E) [2] (Step 2): Step 2: Conclude that in a long-refinement graph, there are at most two nodes
of degree 1.
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Solutions

A)

0

0

0

0

0

0

1

2

3

2

2

2

1

213

3

23

2

23

Round 0 Round 1 Round 2

B) WL(G) = 0 if and only if the graph is regular (and connected). If all nodes have the same
degree, all nodes receive the same multiset of states in the first round. Conversely, if two
nodes have a different degree, WL(G) ≥ 1 because the first round partitions nodes by degree.

C) For odd n, WL(Pn) = (n − 1)/2. In the first round, the ends of the path are distinguished
from the internal nodes. In subsequent rounds, the states propagate towards the middle,
distinguishing vertices based on their distance from the ends. The unique center node is
distinguished last.

D) If there are more than two different degrees, the number of distinct states grows by at least
2 in the first iteration, contradicting fact (1). If the graph is regular, WL(G) = 0.

E) (Step 1): In the first round, degree-1 nodes form their own state class C1 ⊂ V . The state
of nodes in C1 only changes when some states in N(C1) are changed. In this round, some
degree-1 nodes get a new state, and no other states are changed by fact (1). The split of
degree-1 nodes does cannot trigger other splits, because they are only connected to N(C1)
that caused the split. Hence, in a long-refinement graph, WL terminates after degree-1 nodes
split. Since the graph is long-refinement, this must happen on round n− 1.

(Step 2): All nodes must split into their own state classes for the graph to be long-refinement.
However, there is only one round where degree-1 nodes can split, so there must be at most
2 degree-1 nodes by fact (1).
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5 Global Problems (22 points)

In this entire exercise, we assume protocols run in the synchronous setting and messages contain
at most O(log n) bits. We consider n to be the number of parties and D the diameter of the
network.

During the lecture, we saw that computing the diameter of a graph is a global problem:
Ω(n/ log n) rounds are required to achieve it. A way to work around this issue is to first detect
if the network belongs to a specific graph category, which admits a faster solution. For instance,
a protocol could first test whether the network is a tree. When it is, it could then use a faster
algorithm and otherwise fall back to the O(n) protocol for computing the graph diameter. In this
exercise, we explore how to implement this approach.

The first step is to detect if the graph is a tree and to do so efficiently.

A) [6] Assuming we have already elected a leader, describe a protocol that allows every party
to know if the network is a tree. Your protocol should have O(D) round complexity. Briefly
justify its correctness.

If the network is a tree, we show how to compute its diameter in a more efficient way. For the
following questions, we still assume that we already have a leader elected. We also now assume
that the network is a tree.

B) [6] We give the following fact about trees:

• Let T be a tree and u any node in T . Let v be a node maximizing the distance from u
in T , then v is the endpoint of a diameter of T , i.e there exists a node w such that the
distance from v to w in T is D.

Using this fact, give a protocol allowing every node to know the diameter within O(D)
rounds.
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C) [10] Describe a protocol that ensures that every party learns the diameter of the tree in at
most 3D rounds.

Hint: Describe how the leader can learn the diameter using a single flood/echo.

14



Solutions

A) The root can learn if the network is a tree by running the flood/echo protocol. During
the flood part, a BFS tree is constructed. Then during the echo part, if a party has a
communication edge outside of the BFS tree, it reports it to its parent. After running this
protocol, the leader can use a final flood to allow every party to know if the network is a tree.
Every flood/echo has O(D) round complexity, so the overall round complexity is O(D). If
the network is a tree, then the BFS tree generated will be exactly this tree. Otherwise, this
means there is a cycle and at least one edge of this cycle cannot be part of the BFS tree,
ensuring the correctness of our protocol.

B) The leader performs a flood/echo protocol, with the echo part keeping track of the node v
that is the deepest in the BFS tree. Then the leader sends a message to v using the BFS
tree. Afterwards, v performs another flood/echo to learn the depth of its BFS tree D, which,
according to the property given, is the diameter of the tree. Finally, v performs a final flood
to make everyone aware of D. Every part has round complexity O(D), so the overall round
complexity is O(D).

C) The leader performs a single flood/echo to learn the diameter of the graph. Then it broad-
casts it to everyone using a last flood. This protocol runs in at most 3D rounds (every flood
or echo takes D rounds).

In the echo part, every party u keeps track of two values: lu which is the length of the longest
path in the subtree rooted at u and du which is the depth of this same subtree. Given C(u)
the children of u in the BFS tree, these values can be computed as such:

du = max
v∈C(u)

(dv + 1)

lu = max{du, max
v∈C(u)

lv, max
x,y∈C(u),x ̸=y

(dx + dy + 2)}

We also remark that du and lu can be both sent to the parent using at most O(log n) bits,
so this approach satisfies the assumption made on our model.
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6 Initialization in Radio Networks (27 points)

Consider the radio network model, where communication is abstracted as an undirected anony-
mous graph G = (V,E) with n nodes and m edges. The system is synchronous: in each round,
a node can either transmit or listen. A node receives a message only if it is listening and exactly
one of its neighbors transmits; otherwise, it receives nothing. There is no collision detection.

We say that G is R-initialized if each node v ∈ V is assigned an integer rv ∈ [0, . . . , R−1] such
that, if each node transmits only in rounds t ≡ rv mod R and listens otherwise, all messages are
successfully received by all neighbors. The tuple (rv)v∈V is called the R-initialization of G.

A) [6] For each of the following graphs, what is the smallest possible R that guarantees
the existence of an R-initialization? Construct an R-initialization for that value of R.

R = R = R =

For a graph G = (V,E), we respectively denote by ∆(G) and χ(G) its maximum degree and
chromatic number. Furthermore, let dG(u, v) denote the length of the shortest path between
nodes u ̸= v in G (dG(u, v) = ∞ if u and v are not connected). We finally define the k-hop graph
Gk = (V,Ek) where Ek = {(u, v) ∈ V × V, u ̸= v, such that dG(u, v) ≤ k}.

B) [4] For a general graph G, the smallest value of R that guarantees the existence of an R-
initialization is . . . . . . . . . . . . . . . . . . . . . .

Choose the one option that makes the above statement true and provide a quick justification.

1) ∆(G)2

2) ∆(G)2 + 1

3) ∆(G2)

4) ∆(G2) + 1

5) χ(G)2

6) χ(G)2 + 1

7) χ(G2)

8) χ(G2) + 1

C) [4] Suppose n = 5 and G admits a 4-initialization. Can G have 7 edges? What is the largest
possible value for m?
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[8] In general, suppose that G admits an n − 1-initialization. What is the largest possible
value for m? Justify your answer.

D) [5] Suppose now that G is R-initialized with R << n. Given this initialization, is it possible
to compute an MIS of G in the radio network setting in a number of rounds that only
depends on R? If yes, propose such an algorithm; if no, explain why.
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Solutions

A) We show hereafter examples of minimal R-initializations.

0 1 2 0 1

1 3

2

0 4

0 1 2

0

3

R = 3 R = 5 R = 4

B) The correct answer is option 7). This is because an R-initialization is a valid coloring of the
two-hop graph G2 with R colors.

C) Let |V | = n. Since we want an n− 1 initialization, give a different integer r ∈ [n− 2] to all
nodes except nodes u and v that both receive ru = rv = n− 1. For each w in V \ {u, v}, one
may only add (w, u) or (w, v) to the set of edges E. This gives n − 2 edges. We may then

add all other edges such that G \ {u, v} is fully connected: this results in
∑n−3

i=1 i additional
edges. Hence the maximal number of edges for such a graph is |E| ≤ (n− 1)(n− 2)/2.

In particular for n = 5, we get |E| ≤ 6.

D) The following algorithm constructs an MIS from an R-initialization in exactly R rounds.

Algorithm 1 Initialization to MIS

1: Every node v executes the following code:
2: At round rv, if v has not received a message yet, v transmits and joins the MIS.
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